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Abstract

Physical  and  logical  structure  recovering  from 
electronic  documents  is  still  an  open  issue.  In  this  
paper, we propose a flexible and efficient approach for  
recovering document structures from PDF files. After  
a brief introduction of the PDF format and its major  
features,  we report  about our evaluation of  different  
existing tools  and works  for PDF content  extraction  
and  analysis.  To  overcome  the  weaknesses  of  these  
systems, we propose a new analysis strategy, based on 
an intermediate  representation,  called  XCDF, which  
enables  representing  physical  structures  in  a  
canonical  way.  This  paper  then  describes  the  PDF  
reverse  engineering  workflow  and  focuses  on  the  
document  logical  restructuring.  Finally,  the  paper  
concludes with potential future improvements.

1. Introduction

Since Adobe published the complete  specification 
of  its  Portable  Document  Format  in  1993,  PDF has 
become a de facto standard for electronic information 
exchange and archiving. This is greatly reflected on the 
Internet, where more than 200 million PDF documents 
are currently available. An ISO standard (ISO 19005-
1:2005) has even been developed by the International 
Organization  for  Standardization,  specifying  how  to 
use  a  subset  of  PDF  (called  PDF/A)  for  long-term 
preservation. Nowadays, PDF is recognized all around 
the world by industries and governments.

Such  a  success   may  be  explained  by  several 
factors.  In  the  article  entitled  ”Why  PDF  is 
Everywhere” [19], McKinley emphasizes the strengths 
of the PDF file format for document management and 
information  retrieval.  PDF  can  be  considered  as  a 
universal document format, since it is able to represent 
any  kind  of  printable  information  including  text, 
drawings,  business  charts,  3D  graphics,  and  photos. 
Regardless  of  the  application  used  to  create  this 

information, PDF reproduces perfectly the appearance 
of  original  documents.  Furthermore,  the Adobe PDF 
file format is platform-independent; it is therefore very 
portable  and  can  be  viewed  and  printed  on  any 
commonly used computers. As a result, PDF files can 
be  produced  by  virtually  any  kind  of  document 
processing software, and thus any electronic document 
can be represented in this file format.

Despite  the fact  that  the latest  PDF specifications 
make possible  to embed structural  information about 
the content, most PDF documents do not make use of 
such  features.  Actually,  most  PDF  producers  focus 
only on the preservation of the physical rendering (i.e., 
the  appearance)  of  documents.  As  a  consequence, 
many interesting features based on physical and logical 
structures  are  lost,  although  they  were  originally 
offered by document processing softwares. Document 
reusability,  for  instance,  is  limited  to  copy-paste 
operation  of  raw  text  data.  In  the  case  of  complex 
multi-column layout, even the copy-paste operation is 
not guaranteed to work correctly when the selected text 
spans  over  more  than  one  column.  Even  worse,  for 
poorly encoded PDF files, simple character sequences 
within a text line may not be respected at all!

Such limited functionalities have several drawbacks 
for document processing. PDF documents can not be 
reedited, restyled, or reflowed easily. For instance, it is 
not  possible  to  change  the  general  presentation  of  a 
document, to adapt another style,  or to accommodate 
disabled people. Additionally, the copy-paste operation 
does not preserve logical labeling of headers, titles, or 
figure captures. Thus, reusing text excerpts of existing 
PDF  documents  requires  the  restyling  to  be  done 
manually.

To overcome these limitations, our research group 
has  developed  two  tools,  called  XED  (eXploring 
Electronic  Documents)  and  Dolores  (Document 
Logical Restructuring) that precisely aim at extracting 
the  hidden  physical  layout  and  the  logical  structural 
information from PDF documents. The final goal is to 



convert a PDF file into a structured format that enables 
reapplying  all  kind  of  editing  operations  offered  by 
common  text  processing  systems.  We  consider  this 
task as a kind of reverse-engineering performance, in 
the sense that it gives the possibility of regaining the 
logical  structure  information  from  the  physical 
rendering.

This  paper  is  organized  as  follows.  Section  2 
presents some existing tools able to process the content 
of PDF files and summarizes relevant researches about 
PDF analysis. In Section 3, we emphasize the physical 
and logical  structures  of documents.  We also briefly 
introduce some considerations on XML transformation 
languages that are used to pass from physical to logical 
structure  and  this  leads  to  the  definition  of  a  new 
language called DGL. Section 4 introduces our tool for 
logical  restructuring  (Dolores)  as  an  interactive 
learning  environment  and  announces  future  works. 
Finally, Section 5 concludes the paper.

2. Related Tools and Researches

Nowadays,  almost 90% of published or exchanged 
electronic  documents  use  the  PDF  format.  As  a 
consequence,  the  need  for  reusing  their  content  has 
incited the development of tools able to access, extract, 
and convert their data. In Subsection 2.1, some major 
tools  are  described  and  compared.  The  document 
analysis field has also been stimulated by the success 
of  PDF:  various  fundamental  researches  have  been 
accomplished,  in order  to recover the original  layout 
and logical structures of electronic documents. These 
researches  and  their  corresponding  projects  are 
described in Subsection 2.2.

2.1. Related Tools

Since  Adobe  chose  to  publish  the  PDF 
specification,  many  companies  worldwide  developed 
their  own  PDF-based  solutions  and  support  tools  to 
enhance  PDF  standard  functionalities.  Beside  the 
common Adobe products  and  solutions,  third  parties 
developers now propose many different softwares and 
API, either under license or as freeware.

Planet  PDF’s  database  (see  Planet  PDF  [37]) 
indexes more than 600 products. Our concern mainly 
focuses  on  the  subset  of  PDF tools  that  are  able  to 
extract and interpret the content from PDF files. Most 
of these tools convert the result of the extraction into 
various formats, easier to manipulate than PDF. Such 
formats  generally  provide  edition  functionalities  and 
allow the documents’ content to be easily reused.

Able2Extract  [30],  PDF  Transformer  [35], 
PDF2Office  [32],  and  PDF-File  Converter  [33]  are 

precisely extraction softwares allowing one to convert 
the content of PDF documents into Microsoft’s Word 
format.  This  solution  has  certainly  been  chosen  in 
order to enable the reedition of converted documents 
with  a  widespread  application.  Furthermore,  such 
output format allows extraction tools to reproduce as 
accurately as possible the original layout of documents.

Tools such as Able2Extract, PDF Transformer, and 
PDF2Office  also  convert  PDF  files  into  HTML, 
whereas  PDFTron  [36]  is  specialized  for  producing 
SVG documents.  Both  formats  have  been  developed 
for publishing on the Internet,  they allow documents 
with complex layouts to be reliably reproduced.

Mimotek [31] and xtPDF Extractor [39] go a step 
further  by  making  a  deep  analysis  of  PDF pages  to 
determine  their  underlying  logical  structure.  The 
inferred structure is then written back in the original 
PDF file or in an XML-based description.

Finally,  applications  such  as  PDFText  [34]  and 
TEXTfromPDF  [38]  only  extract  the  PDF  textual 
content into ASCII codes. The output document does 
not  keep any information about  the other  primitives, 
i.e., graphics and images, as well as the original layout. 
Such application can however be useful  for indexing 
systems  and  applications  working  with  raw  text 
streams.

Each  tool  has  some  specificities  that  are  not 
reflected in the above overview. For example, few PDF 
extractors  are  able  to  automatically  remove 
inconsistencies  from  PDF  files,  such  as  non-sense 
blanks or odd text segmentation. Some PDF extractors 
also  offer  interactive  windowed  environment  with 
WYSIWYG editors.  A couple of  them even provide 
application programming interfaces.

2.2. Related Researches

In  the  recent  past,  several  researches  have  been 
performed on PDF documents, in order to recover their 
physical  and  logical  structures.  Related  researches 
belong to  two main categories,  the former  analyzing 
raster  images  and  the  latter  taking  advantage  of  the 
extracted PDF primitives.

By  rendering  graphical  primitives  of  a  PDF 
document  on  a  high-resolution  raster  context,  high 
quality synthetic bitmap images, not affected by noise 
and  skews,  can  be  generated.  Application  of  image 
analysis  techniques  over  these  synthetic  images  can 
then  be  done.  In  this  sense,  Doermann  [10]  was  an 
avantgardist;  even  before  the advent  of  the PDF file 
format, he applied image analysis methods over DVI 
(device  independent  file  format)  files  rendered  as 
bitmap images, while profiting of precious information 
held in the DVI description.



A key advantage of image analysis methods consists 
in being independent from the inner structure of PDF 
files: they can be applied to any kind of documents, 
either  containing  scanned  pages  (thus  losing  the 
interesting  synthetic  property)  or  composed  of 
electronic  primitives.  But,  above  all,  these  methods 
benefit  of  the  experience  gained  in  the  field  of 
document  image  analysis  (DIA)  during  the  last 
decades.  Classical  techniques  of  document  image 
analysis and recognition can be successfully applied on 
rendered  images  [29,  20,  11,  21].  Complete  DIA 
systems offering automatic document model generation 
for  well  defined  subsets  of  document  classes  have 
recently appeared [1, 17]. Altamura et al. [1] developed 
WISDOM++,  a  DIA  system  with  real-time  user 
interaction that is able to transform paper documents 
into high-level XML-based descriptions. More specific 
work  have  also  been  successfully  done,  such  as 
RASADE  [16]:  an  industrial  project  aiming  at 
recovering the logical layout of content tables in order 
to automatically index books and magazines.

The second category of works takes benefit of the 
electronic primitives composing the document [22]. A 
straightforward scheme is to analyze PDF documents 
in order to recover their structures, and then to directly 
store them in the original electronic documents [3, 13, 
18]. The inferred structures may also be expressed as 
an  external  XML  file.  Anjewierden  and  Kabel  [2] 
propose to extract logical structures from PDF files by 
detecting layout components and by classifying them 
using  a  set  of  rules.  Logical  structures  are  then 
associated  to  ontologies,  in  order  to  index  the 
documents’  content.  Déjean  and  Meunier  [9]  try  to 
recover the logical structure of PDF documents by first 
recognizing their table of contents and by using it to 
reconstruct their logical hierarchy.  Futrelle et al. [12] 
focus  on  diagrams,  they  propose  a  technique  for 
classifying  bar-graphs  and  non-bar-graphs  diagrams 
extracted from PDF files.

The  works  of  Chao  aim  at  separating  the  PDF 
information  in  the  foreground  from  that  in  the 
background  [6],  in  order  to  adapt  the  document’s 
layout  to the rendering constraints or printing device 
specificities  [7].  Rahman  [24]  proposes  a  tool  for 
recovering the physical  structures  of PDF files using 
geometrical properties, the results are then stored into 
an HTML file.

To  summarize,  all  the  works  presented  in  this 
subsection  target  at  extracting  physical  or  logical 
information from PDF files.  Most  of  them store  the 
extracted  structures  into  XML  descriptions,  while 
keeping a reference to the original PDF file. Physical 
structures  and PDF contents are sometimes stored as 
HTML  files,  thereby  loosing  the  exact  document 

layout. As exposed above, each of these works focuses 
on  a  specific  task.  Consequently,  none  of  them  do 
provide a general solution.

Our contribution consists therefore of 1) providing a 
tool able to analyze all PDF documents composed of 
electronic primitives, 2) using a canonical XML format 
for  representing  them  in  a  unique  and  structured 
manner,  and  3)  developing  a  powerful  interactive 
analysis system based on this XML pivot format.

3 Document Structures and Models

According  to  the  document  engineering 
community,  we  distinguish  two  levels  of  document 
structures.  The  lower  level  is  called  the  physical  
structure and reveals  the organization of the page in 
terms  of  hierarchy  of  regions  delimited  by  images, 
graphics, and text blocks that can be further split into 
text  lines,  words,  and  characters.  Additionally, 
typographic  attributes  such  as  font,  size,  style,  and 
color  information  are  assigned  to  these  elements. 
However,  at  this  level,  no  information  is  provided 
about the interpretation of such elements. This aspect is 
revealed by a second abstraction level that is called the 
logical  structure.  The  latter  is  also  organized  as  a 
hierarchy of nodes, where each node is associated with 
a logical label. Thus, physical and logical structures of 
documents are generally represented by means of trees. 
The  knowledge  involved  to  transform  a  document's 
physical structure to a logical one is known as a model.

3.1 Physical vs. Logical Structures

Each  document  has  one  or  more  inherent  logical 
structures that can be mapped to physical structures by 
means  of  formatting  processes  and  by  using 
appropriate  styling  rules.  Although  the  resulting 
document  certainly  reveals  an  underlying  logical 
structure, the back-conversion from the physical to the 
logical  structure  is  not  easily  feasible,  because  a 
formatting process is not reversible in a mathematical 
sense.

Whereas  the  physical  structure  can  be  defined 
universally,  logical  structures  depend on the targeted 
applications  and  are  restricted  to  corresponding 
document classes. For example, the logical structure of 
a  legal  document  is  completely  different  from  a 
business plan or a scientific paper. Therefore, a set of 
transformations  has  to  be  provided  to  describe  the 
structural  constraints  and  relations  of  specific 
document  classes.  The  knowledge  specifying  these 
transformations  are  often  referred  to  as  document 
models (cf. Subsection 3.3).



3.2 Document Transformation

The reverse engineering process can be seen as a 
way of transforming a physical tree into a logical one. 
Since  trees  are  naturally  expressed  in  the  XML 
language,  recovering  the  logical  structure  of  a 
document may be formalized thanks to the XSLT [8] 
language, in order to perform the transformation of an 
XML formalism into another XML formalism (defined 
by  XML  Schemas).  Document  models  may  thus  be 
expressed by means of XSL transformations; but it is 
not often the case,  since transformation systems may 
be  very complicated,  and  cumbersome  to  express  as 
XSL formalisms.

The XSLT language  is  not  convenient  to express 
complicated  document  models.  However,  even  if  it 
appropriate  for  simple  transformations,  the  language 
misses a complete formal semantics which could lead 
to inconsistent behaviors. Furthermore, XSLT does not 
address  important  problems  such  as,  static  type 
checking,  allowing  the  validity  of  resulting  XML 
instances  to  be  statically  ensured  or  bidirectionality 
consisting in computing reverse transformations. 

These  two  aspects  are  of  particular  need  in  the 
context of the reverse engineering process introduced 
above.  Since  XML  documents  representing  physical 
structures may be huge, it is of tremendous importance 
to ensure before the execution that the result is valid 
and the transformation error-free. Moreover, it can be 
very  useful  to  automatically  obtain  a  reverse 
transformation  (in  our  case  from logical  to  physical 
structure). Several research works address these points: 
for instance, XDuce [14] solves the problem of static 
type  checking  while  biXid  [15]  is  based  on  the 
programming-by-relation  principle  to  introduce  a 
solution  to  the  bidirectionality  problem.  However, 
none  of  these  languages  are  XML.  In  the  field  of 
document engineering, it appears essential to keep the 
XML  spirit  in  order  to  use  XML  tools  and 
technologies, as, for instance the validation tool. 

Therefore,  our  research  group  has  developed  a 
XSLT-like transformation language that enables static 
type checking and allows reverse transformations to be 
automatically  computed.  The  language  called  DGL 
(Document  Generation  Language)  benefits  from  a 
complete  formal  semantics  defined  by  means  of 
denotational semantics [28]. The language is also fully 
described by a schema that allows DGL instances to be 
validated.  [23]  introduces  the  initial  version  of  the 
DGL  language.  Complete  examples  and  additional 
material can be found on the project homepage (http://
diuf.unifr.ch/diva/dgl).

The  DGL language  tends  to  remain  as  simple  as 
possible  and  is  therefore  based  on  two  basic 
operations: the creation of new nodes and the copy of 
nodes  from  the  input.  Constructs  of  an  associated 
schema  language,  called  DML (Document  Modeling 
Language)  and  introduced  in  [28],  are  integrated  in 
DGL in  order  to  enhance  its  expressiveness  without 
making  the  language  any  harder  to  grasp.  Thus, 
content-dependant  aspects  are  added  to  the  language 
that  initially  focused  on  structural  transformations 
only.  This  also  enhances  the  static  type  checking 
process. Finally, while usually text is only considered 
as the content of elements, the strength of DGL is to 
consider  elements and text  nodes as equivalent.  This 
allows  transformations  to  be  described  in  a  very 
precise manner.

3.2.1 Bidirectionality  The latest research on DGL 
reaches convincing and encouraging results concerning 
bidirectionality.  A  reverse  transformation  can  be 
statically computed from a given DGL transformation. 
A  complex  structure  called  a  relation  graph  is  built 
based on the initial transformation and potentially the 
input and/or output schemas. This directed graph gives 
a  common  view  for  both  the  input  and  the  output 
structures  (in  our  case,  the  physical  and  the  logical 
structures). 

Vertices  represent  the nodes of the two structures 
(element and text node) and directed edges signify the 
descendant  relation  between  those  nodes.  The  two 
vertices representing the root of each structure are of 
particular interest.  Starting from these vertices, edges 
are  directed  to  other  vertices  to  represent  both 
structures.  Vertices representing a copied node – i.e., 
the node appears in the two structures – are linked to 
two incoming edges. Setting the weight on one of the 
two root vertices allows either the initial or the reverse 
transformation to be computed. 

The  whole  process  –  DGL to  relation  graph  and 
relation  graph  to  DGL –  is  formalized  by means  of 
denotational semantics. A first implementation in Java 
is  achieved.  The first  tests we carried  out  on simple 
cases  were  all  successful.  The  process  of 
bidirectionality  will  be  further  enhanced  in  order  to 
treat more complex cases that can occur in the reverse 
engineering of PDF documents as introduced above. It 
must be remembered that DGL is first a transformation 
language that focuses on the simplicity of concepts and 
a strong formalization. Once the language was defined, 
it  appeared  to  us  that  static  type  checking  and 
bidirectionality  could  be  performed  in  a  rather  easy 
manner, even if it was not the language first purpose.



3.3 Document Models

As stated earlier, representing the physical structure 
of any document is achieved through the definition of a 
unique  document  type.  By  contrast,  each  class  of 
documents  may  have  one  or  more  generic  logical 
structures  associated  to  it.  Distinct  classes  of 
documents and different application requirements may 
lead to totally different logical structures.

Previous  to  recovering  the  underlying  logical 
structure  of  a  document,  the  development  of  a 
knowledge base including transformation rules of the 
physical structure must be done. Various schemes can 
be used in  order  to  produce  such  document  models: 
their  representation  may  be  implicit,  explicit,  or 
inferred from examples. An implicit document model 
is  directly  hard-coded in  the application,  and thus is 
difficult  to  modify,  adapt,  or  extend.  This  may  be 
useful  for  very  specific  applications  focusing  on  a 
particular  class  of  documents.  An  explicit  document 
model is written by hand, allowing the creation of new 
models by a human operator. Nevertheless, producing 
a new model is a complicated task and requires a high 
degree of expertise.  Inferring document models from 
examples is  certainly the most  intuitive solution, but 
needs the development of a complete learning system 
relying on representative ground-truthed training data.

In the recent past, tools for the automatic acquisition 
of document models have been developed in various 
ways.  Unfortunately,  in  the  era  of  electronic 
documents,  they  all  suffer  from  strong  weaknesses: 
most of them are based on the image representation of 
documents  [1,26].  Those  who  use  the  electronic 
content  of  documents  do  not  provide  interactive 
environments,  moreover,  they  concentrate  on 
predefined document classes [2,6]. 

Existing  systems  lack  flexibility:  assisted 
environments with user-friendly interfaces, recognition 
improving  with  use,  models  being  refined 
incrementally. And, none of the less, there is a need to 
support  a  wider  range  of  document  classes.  For  all 
these  reasons,  Dolores  aims  at  producing  document 
models thanks to a user interface providing interactive 
and incremental learning functionalities.

4.  Dolores  as  a  Complete  and Interactive 
Learning Environment

Dolores  (an  acronym  standing  for  Document 
Logical Restructuring) is an elaborated and interactive 
learning  system  designed  to  recover  the  logical 
structures of documents such as newspapers, scientific 
papers,  journals,  magazines,  etc.  Dolores'  logical 
structure recovering is entirely based upon our XCDF 

file format [5] used to store the physical structure, the 
content,  and  layout  of  static  documents.  This  format 
has  been  especially  designed  for  further  high  level 
processing, such as logical structure reconstruction and 
document understanding. 

The following subsections mainly focus on logical 
structures and the problematic of their recovering. An 
overview  of  the  complete  PDF  reverse  engineering 
workflow is given in Subsection 4.1. In Subsection 4.2, 
we present successfully achieved experiments proving 
the  relevance  of  our  XCDF format  and  opening  the 
field  for  more  advanced  methodologies.  The  current 
learning  environment  integrated  in  Dolores  is 
presented  in  Subsection  4.3.  Since  we  advocate  the 
idea  that  users  must  be  involved  in  document 
understanding,  Subsection  4.4  is  dedicated  to  the 
interactive  tools  complementing  Dolores’  learning 
system and their future development.

4.1 PDF Reverse Engineering Workflow

As presented in Section 1, our aim is to allow the 
re-edition of a  document,  synthesized  as  a PDF file. 
This  target  can  only  be  accomplished  by recovering 
both content (and its associated physical structure)  and 
logical structures of the original  document. Since the 
physical  structure  can  be  defined  universally  (cf. 
Section  3.1),  we  consider  that  document  reverse 
engineering  process  requires  two distinctive  steps  as 
shown in Figure 1.

Figure 1. Two steps leading to PDF reverse 
engineering.

The first step converts the original PDF document 
into  an  intermediate  representation  called  XCDF 
(standing  for  XML  Canonical  Document  Format) 
describing  the  physical  structure  of  the  document, 
while preserving its exact visual rendering. This initial 
step is supposed to be generic and applicable on any 
document  class  containing  textual  and  graphical 
content.  The process leading to our canonical  format 
involves  many sub-steps  such  as  PDF parsing,  PDF 
virtual  document  recomposition,  document  layout 
analysis  and  physical  structure  reconstruction.  The 
interested reader may know more about these sub-steps 
in  the  following  paper:  "XCDF:  A  Canonical  and 
Structured Document Format" [5].



The second step aims at  analyzing the previously 
generated  XCDF  file,  used  as  a  complete  and 
standalone pivot format, in order to recover the logical 
structure information. At this stage, the process needs 
to  be  customized  to  a  specific  document  class.  The 
transformations which are going to be performed must 
also be adapted to the targeted application. This step 
involves the creation of a knowledge base containing 
document's contextual information, such as the generic 
logical  structure,  document  formating  rules,  or 
statistical  information.  This  second  step  is  precisely 
our main concern for the rest of this paper.

4.2 Previous Experiments

Dolores focuses on the elaboration of restructuring 
processes,  which  allow  logical  information  to  be 
recovered from our canonical  format.  Some previous 
experiments have already been done, two of them are 
briefly described below [5].

As a first  experiment  we plugged  Dolores  with a 
basic  hard-coded  tool  that  generated  the  logical 
information of TV schedules, extracted from the Swiss 
TV website. More precisely, we focused on 6 different 
TV channels. 42 PDF documents were generated from 
one week of HTML TV schedules (6 channels during 7 
days),  processed  through XED, and transformed into 
42 XCDF files.  Our  analyzing  system processed  the 
canonical  files  and  returned  the corresponding  XML 
logical  structure (specified by a DTD). The resulting 
logical XML was free of errors. These accurate results 
were, of course, trivial to extract since we dealt with 
basic  layout  and  logical  structures.  However,  this 
experiment  proved  the  relevance  of  our  canonical 
format  and  opened  the  field  for  more  complex 
document  logical  restructuring.  In  the  meantime,  it 
appeared  to  us  that  XCDF  was  also  an  adequate 
representation for rapid prototyping of logical structure 
reconstruction  algorithms.  Indeed  we  did  implement 
our intuitive hard coded algorithm in a very short time.

After  first  experiments  on  simple  examples  (e.g. 
bookmarks representation), the bidirectional process of 
DGL is  currently  under  experimentation  on  this  TV 
program example.  The reverse transformation can be 
computed and allows the physical overall structure to 
be recovered from the logical one. At the moment, the 
two  schemas  modeling  the  physical  and  the  logical 
structures  must  be extended in order  not  to lose any 
information.

As  a  second  experiment,  we  came  to  a  more 
advanced system. This time, we focused our work on 
the  newspaper  class,  chosen  for  its  rich  layout 
characterized by a lot of typographical and topological 
information,  as  well  as  deep  logical  hierarchies.  We 

first elaborated a logical format able to represent such 
logical structures in an adequate way. We then applied 
a  bottom-up  scheme  in  order  to  recover  the  logical 
structure from newspapers. Our approach was inspired 
by  the  work  of  Souafi-Bensafi  et  al.  [27].  First,  the 
canonical  text  blocks  were  labeled  by  means  of  a 
trained  MLP  using  topological  and  typographical 
information. Rules were then used to reconstruct  the 
logical hierarchy, based, on the one hand, on the results 
of the labeling generated by the MLP, and, on the other 
hand,  on  geometric  information.  These  rules  were 
expressed  as  small  deterministic  automata,  keeping 
track of the article logical layout, and hard-coded for a 
given class of newspapers.  The obtained results were 
more than encouraging.

Even  though  these  first  experiments  were 
promising, they underlined some severe limitations to 
overcome. Indeed, user interaction was totally absent 
of these systems, requiring experienced users to feed 
the  models:  creation  of  rules,  manual  generation  of 
ground-truthed data and automata. Thus, we decided to 
think  again  our  global  strategy  in  order  to  move on 
toward an interactive and user-centered (and friendly) 
learning methodology.

4.3 An Innovative Learning Environment

Very few document's logical restructuring learning 
environments are available today. Most of the existing 
ones use document images as input, thus loosing the 
accessible  content  information  of  electronic 
documents. Moreover, systems taking advantage of the 
PDF primitives only focus on well-defined subsets of 
document classes. This lack of flexibility and general 
interactive learning environments involve labored and 
restraining tasks when researchers and end-users want 
to recover structures from complex documents.

Dolores subscribes to the CIDRE philosophy [4,26], 
which advocates the idea that an analysis system does 
not work in a fully automatic way, but cooperates with 
the  user.  This  collaboration  is  achieved  through 
interactive tools and has various advantages  for both 
users and systems. On the one hand, interactions allow 
the  efficiency  of  the  system  to  be  increased  by 
incrementally  learning  from  users’  feedbacks,  and 
dynamically  adapting  itself  to  the  document 
characteristics.  On  the  other  hand,  users  take  full 
benefit  from  graphical  user  interfaces,  by  rapidly 
retrieving and correcting analysis errors. Furthermore, 
interacting with the graphical representation of analysis 
results allows the system to be dynamically tuned at a 
high-level,  without  manually  editing  thresholds  and 
other  numeric  parameters  in  intricate  configuration 
files.



The elaboration  of  Dolores'  labeling interface  has 
precisely been done while keeping these principles in 
mind. The implementation of this interface is still  in 
progress.  Figure  2  shows  a  partial  overview  of  its 
current state. As Dolores relies entirely on XCDF, all 
the content and physical  structure information shown 
in the Figure 2 reflects directly the data contained in 
the XCDF file (i.e., images, graphics, text blocks, and 
their layout...). 

Figure 2. Dolores logical labeling and training 
environment.

Dolores windowed environment is just the tip of the 
iceberg,  all  the system complexity  and processing  is 
hidden in order to offer an intuitive and user friendly 
interface.  The labels are dynamically assigned by the 
user  to  the  text  blocks  (reconstructed  by  XED  in  a 
previous step  and  stored  into the XCDF file).  Label 
names may be created, modified, added, or removed by 
the user at any time during the process, thanks to the 
interactive interface.  The training phase is performed 
"on  the  fly"  and  directly  followed  by  a  text  block 
classification.  Thereby,  a  user  is  able  to  visually 
estimate the training accuracy by observing the colors 
assigned  to  each  text  block.  A  confidence  rate  is 
associated to each label and shown as a horizontal bar 
drawn below each classified text block. Thus, the user 
may choose to improve the classifying rate by labeling 
more misclassified text blocks (or text blocks having 
low confidence  rates).  Once  all  the  text  blocks of  a 
page are well classified, the user can tell the system to 
dynamically label and add them into the current model 
training set.

A  difficult  task  we  faced  when  entering  into  the 
interactive windowed environment world was to find 
an adequate classifier.  Indeed,  our idea was to allow 

training  and  classifying  phases  to  be  performed 
instantly.  At first sight,  it  seemed that the  k-nearest-
neighbor method would be a relevant choice. But after 
some  short  experiments,  it  showed  that  results  were 
only  interesting  with  simple  documents  and  few 
extracted features. As a second choice, we decided to 
integrate  a  multi-layer  perceptron  within the Dolores 
environment. 

Currently,  our  neural  network  has  more  than  20 
features as input (geometrical  and typographical).  As 
we do not yet have a fully available testing and rating 
environment,  a  basic  evaluation  of  our  system  with 
only 3 classes has been performed over 27 newspaper 
pages  (advertising  and  other  messy  pages  were  left 
aside). Only three minutes were necessary to labelize 
the  47  text  blocks  contained  in  the  training  set  (4 
newspaper  pages).  Table  1  shows  the  percentage  of 
recognized titles, subtitles and paragraphs, in respect to 
human judgment.

Table 1. Evaluation of Dolores labeling
# of elements # of missclass. recognition

title 146 0 100%

subtitle 52 1 98.1%

paragraph 345 2 99.4%

4.4 Future Works

In the near future, our learning system will benefit 
of recent works on document structure analysis based 
on  perceptive  neural  networks  [25];  Rangoni 
successfully  used  perceptive  cycles  by  reinjecting 
network outputs to inputs, thus improving significantly 
the recognition rate at every perceptive cycle. Feature 
extraction  from  text  blocks  will  also  benefit  of 
improvements,  e.g.,  we  plan  to  render  XCDF  text 
blocks  as  synthetic  images  in  order  to  extract  new 
pertinent  features  (thereby  enhancing  the  recognition 
rates). 

Models will also be of great concern. Our main idea 
consists  in  analyzing  the  logical  structures  of 
documents converted from PDF into XCDF format, in 
order  to  create  a  generic  model  for  each  class  of 
documents.  More  precisely,  the  user  will  be  able  to 
define  a  logical  model  for  a  specific  document 
(newspaper,  magazine,  etc.),  by  labeling  physical 
blocks  and  by  defining  a  logical  hierarchy.  Once  a 
model correctly defined, the user interactively applies 
it to other documents belonging to the same class and 
represented in XCDF. For each manipulated document, 
Dolores adapts itself to the information injected by the 
user (learning through user validation, correction, and 
feedback).  This  process  is  repeated  iteratively, 



allowing  the  learning  system  to  evolve,  until  the 
system’s error rate is deemed to be significantly low.

Furthermore, we expect DGL to be able to describe 
the rules about the logical hierarchy since the current 
system does not consider them. We feel confident that 
DGL  will  be  perfectly  suited  for  simple  cases. 
However the way its integration in Dolores will help to 
treat more complex cases is still under consideration.

At  this  stage,  Dolores  may  be  trained  with 
documents belonging to new classes of documents, to 
which our current model may be applied. For instance, 
suppose  we  work  with  the  newspaper  class;  various 
newspaper  editors  may  lead  to  various  newspaper 
subclasses. Thus, a generic newspaper model may be 
produced,  well  suited  for  further  describing  each 
newspaper  subclass.  When researchers  and end-users 
desire  to  focus  on a specific  class  (i.e.,  subclass)  of 
newspapers, or that they want to recognize an unknown 
class, they will have to specialize the existing generic 
model. This method has two main advantages: first, it 
produces  a  generic  model  that  Dolores  can  apply  to 
each class of newspapers. Second, the cost in time and 
resources for producing a specialized model is greatly 
reduced.

5. Conclusions

Document analysis methods have traditionally been 
developed for paper  documents acquired by scanners 
or  cameras.  However,  structural  document  analysis 
becomes  more  and  more  useful  when  dealing  with 
documents  that  already  exist  in  electronic  form.  In 
practice, there are tremendous needs for recovering the 
physical  and  logical  structures  of  existing  electronic 
documents. Such structures could allow documents to 
be  reedited,  restyled,  or  reflowed.  In  this  context, 
structure recovering from PDF documents is of highest 
importance, since practically every printable document 
can be translated into PDF without much effort.

In this paper, we have presented a generic approach 
to recover physical and logical structures. Our strategy 
is  applicable  to  nearly  every  kind  of  composite 
documents including text and graphics. It is built on a 
two-stages  process:  the  first  phase  recovers  the 
physical  structure  and  generates  an  intermediate, 
XML-based,  canonical  format  called  XCDF;  the 
second phase aims at extracting logical structures from 
the  physical  structure  by  performing  tree 
transformations. Whereas the first phase can be done 
universally,  the  second  one  must  be  tailored  to  the 
targeted application and the associated document class. 
Our  experiments  showed  that  this  task  is  greatly 
facilitated by the use of the XCDF format.

We  are  currently  finalizing  an  architecture  that 
allows  document  models  to  be  setup  and  refined 
according  to  user  interactions.  The  issue  is  to  infer 
document  models  iteratively,  by  progressively 
integrating  user  corrections  thanks  to  an  interactive 
environment.  The  integration  of  a  XSLT-like 
transformation  language  that  allows  bidirectional 
transformations  to  be  computed  is  of  great  interest 
since it seems essential to keep a reverse link between 
physical  and logical  structures. Finally,  we expect  to 
improve  drastically  the  usability  and  flexibility  of 
interactive  learning  environment  systems  in  the near 
future.
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